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Figure 1: Graphical abstract. End-to-end work�ow for per-assay toxicity prediction on the
Tox21 dataset: 7,831 compounds are featurized as 2048-bit Morgan �ngerprints (radius 2), par-
titioned with a Bemis�Murcko sca�old split (80/10/10, random_state=42), and used to train
per-task Random Forest and XGBoost classi�ers with explicit class-imbalance handling. Clas-
si�cation thresholds are optimized on the validation split to maximize F1, and each model is
evaluated on a held-out test set across four metrics (AUROC, AUPRC, balanced accuracy, F1)
for all 12 nuclear-receptor (NR) and stress-response (SR) assay tasks.

Abstract

Background. Computational prediction of chemical toxicity is a cornerstone of modern
hazard assessment, yet the heterogeneous, heavily imbalanced, and partially labeled
nature of high-throughput toxicology data poses persistent modeling challenges. The
Tox21 program, comprising roughly 7,800 compounds screened across 12 binary as-
say endpoints, has become a canonical benchmark for such models. Methods. We
trained independent binary classi�ers for each of the 12 Tox21 assay tasks (e.g., NR-
AR, NR-AhR, NR-ER, SR-p53) using 2048-dimensional Morgan �ngerprints (radius 2)
computed with RDKit. Compounds were partitioned with a Bemis�Murcko scaf-
fold split (80/10/10 train/validation/test, random_state=42), and per-task NaN labels
were removed before modeling. Two tree-based models were compared: a Random
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Forest (n_estimators=300, max_depth=6, class_weight='balanced') and XGBoost
(n_estimators=300, max_depth=6, learning_rate=0.1, scale_pos_weight set to the
negative-to-positive ratio). Classi�cation thresholds were optimized on the validation set
to maximize F1, and performance was reported on the held-out test set. Results. Across
the 12 tasks, XGBoost achieved a marginally higher mean AUROC (0.719 ± 0.079) and
AUPRC (0.283 ± 0.131) than Random Forest (0.708 ± 0.079 and 0.278 ± 0.165), whereas
Random Forest yielded higher mean balanced accuracy (0.618± 0.084 vs. 0.595± 0.073) and
F1 (0.277± 0.171 vs. 0.235± 0.159). Performance varied widely across endpoints�AUROC
ranged from 0.559 (NR-ER-LBD) to 0.845 (NR-AR-LBD)�and collapsed to F1 = 0 on
the two most extreme minority-positive tasks (NR-AR and NR-AR-LBD), re�ecting the
combined e�ect of severe class imbalance and sca�old-split variance. Conclusions. Both
models deliver assay-ranking competence (AUROC ≈ 0.71�0.72) but limited minority-class
precision (F1 ≈ 0.24�0.28), exposing a robustness�ranking trade-o� inherent to �ngerprint-
only, single-task toxicity models. Sca�old-based evaluation exposes this generalization gap
more faithfully than random splitting, and we discuss directions including per-task tuning,
probability calibration, and deep multi-task baselines.

Keywords: computational toxicology, Tox21, Morgan �ngerprints, sca�old split, Random For-
est, XGBoost, class imbalance, binary classi�cation.

1 Introduction

Predicting the adverse biological e�ects of small molecules before they reach humans or the envi-
ronment is a central goal of computational toxicology and a long-standing priority of regulatory
science worldwide (Richard et al., 2021; Tice et al., 2013). The U.S. Tox21 consortium�a collabo-
ration among the National Toxicology Program, the NIH National Center for Advancing Transla-
tional Sciences, the Environmental Protection Agency, and the Food and Drug Administration�
was formed to operationalize this goal through high-throughput, mechanism-based screening of a
curated ∼10,000-compound library (Attene-Ramos et al., 2015; Richard et al., 2021; Tice et al.,
2013; Xia et al., 2018). Each compound is pro�led across a panel of nuclear-receptor (NR) and
stress-response (SR) assays, producing binary active/inactive labels that capture, for example,
androgen- and estrogen-receptor agonism (NR-AR, NR-ER), aryl-hydrocarbon receptor activa-
tion (NR-AhR), and p53-mediated genotoxic stress signaling (SR-p53). These endpoints are
mechanistically interpretable and directly relevant to endocrine disruption, DNA damage, and
mitochondrial toxicity, making Tox21 a uniquely valuable benchmark for machine-learning (ML)
toxicity models (Richard et al., 2021).

Within drug discovery and environmental safety, ML models trained on molecular �nger-
prints or learned representations o�er a scalable complement to animal testing, enabling rapid
triage of large chemical inventories (Lo et al., 2018; Mayr et al., 2016; Wu et al., 2018). Mor-
gan (circular) �ngerprints�the canonical implementation of Extended-Connectivity Fingerprints
(ECFP) (Rogers and Hahn, 2010)�encode the local substructural environment of a molecule into
a �xed-length bit vector and remain a workhorse featurization for quantitative structure�activity
relationship (QSAR) modeling (Baskin, 2018; Cherkasov et al., 2014). Their computational ef-
�ciency, interpretability through substructure lookup, and competitive predictive performance
relative to learned representations in many settings explain their enduring popularity (Mayr et al.,
2018; Wu et al., 2018; Yang et al., 2019). Tree-based ensemble methods, in particular Random
Forests (Breiman, 2001) and gradient-boosted trees such as XGBoost (Chen and Guestrin, 2016),
have repeatedly been shown to be strong, robust baselines for molecular property prediction on
�ngerprint features, frequently matching or exceeding deep neural networks on tabular molecular
descriptors (Mayr et al., 2016, 2018; Wu et al., 2018).

Despite this maturity, three structural challenges complicate �ngerprint-based toxicity mod-
eling on Tox21. First, the data are heavily class-imbalanced : active compounds are the minority
in every assay, with train-set positive rates as low as 2.5% (NR-PPAR-gamma) and rarely ex-
ceeding 15% (SR-MMP, SR-ARE). Naive training on such data yields classi�ers that achieve

2



high accuracy simply by predicting the majority class, motivating explicit imbalance-handling
strategies such as class-weight re-balancing, cost-sensitive learning, or synthetic over-sampling
(Antelo-Collado et al., 2021; Chawla et al., 2002; Saito and Rehmsmeier, 2015). Second, the
labels are missing not at random: each assay was performed on a subset of compounds, so each
task column contains NaN entries that must be masked before model �tting. Third, and most
importantly for generalizability, chemical-structure correlation means that a random train/test
split leaks near-duplicate sca�olds across the partition, in�ating apparent performance and ob-
scuring the true ability of a model to predict activity for chemically dissimilar compounds (Bemis
and Murcko, 1996; Martin et al., 2012; Wu et al., 2018). The Bemis�Murcko sca�old-split pro-
tocol (Bemis and Murcko, 1996; Martin et al., 2012), adopted as a standard by the MoleculeNet
benchmark (Wu et al., 2018), mitigates this by grouping compounds sharing the same core ring
framework into a single partition, thereby estimating out-of-chemical-domain performance. The
methodological framework of recent molecular-representation-learning studies (Fang et al., 2022;
Zeng et al., 2022) further underscores the importance of rigorous, sca�old-based evaluation when
comparing models.

In this work we present a controlled, fully reproducible benchmark of two widely used tree-
based models�Random Forest and XGBoost�on all 12 Tox21 assay tasks, using �xed 2048-bit
Morgan �ngerprints (radius 2) and a sca�old split with random_state=42. We address class im-
balance directly via class_weight='balanced' (Random Forest) and scale_pos_weight (XG-
Boost), optimize the classi�cation decision threshold on a dedicated validation split, and report
per-task AUROC, AUPRC, balanced accuracy, and F1 on the held-out test set. The study
is deliberately con�gured as a strong but accessible baseline: �xed hyperparameters across all
tasks, single-task (non-multi-task) modeling, and a �ngerprint-only featurization. Our objectives
are (i) to quantify the per-assay performance ceiling attainable by standard �ngerprint-plus-tree
models under faithful sca�old-based evaluation, (ii) to characterize the trade-o�s between Ran-
dom Forest and XGBoost in terms of ranking ability (AUROC/AUPRC) versus thresholded
minority-class performance (balanced accuracy/F1), and (iii) to expose, with concrete numbers,
the fragility of such models on extreme minority-positive endpoints. The accompanying anal-
ysis artifacts�per-task results, cross-task summaries, and an AUROC comparison �gure�are
released to facilitate reproducible extension.

2 Materials and Methods

2.1 Dataset

The Tox21 dataset (7,831 compounds; 12 binary toxicity assay labels) was obtained from
the MoleculeNet repository (http://moleculenet.org/datasets-1) (Wu et al., 2018).
The 12 endpoints comprise seven nuclear-receptor assays�NR-AR, NR-AR-LBD, NR-AhR,
NR-Aromatase, NR-ER, NR-ER-LBD, NR-PPAR-gamma�and �ve stress-response assays�
SR-ARE, SR-ATAD5, SR-HSE, SR-MMP, SR-p53 (Richard et al., 2021; Tice et al., 2013).
Each task label takes one of three values: 1 (active), 0 (inactive), or NaN (not measured for that
compound�assay pair). Missingness is substantial and assay-dependent, ranging from 7.23%
(NR-AR) to 25.81% (SR-MMP) of the 7,831 compounds (Table 1). Active compounds are the
minority class in every assay, with global active prevalences between 2.4% (NR-PPAR-gamma)
and 15.2% (SR-MMP). No duplicate or empty SMILES strings were detected, and every
task-label value lay in {0, 1, NaN}, con�rming the integrity of the parsed table.

2.2 Feature Engineering

Each compound was featurized as a 2048-dimensional Morgan �ngerprint with radius 2, com-
puted with RDKit (Landrum et al., 2006�; Rogers and Hahn, 2010) using the rdFingerprint-

Generator.GetMorganGenerator interface (a 64-bit hashed, ECFP-like circular �ngerprint). All
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Table 1: Per-task label distribution in the raw Tox21 dataset (7,831 compounds). Active com-
pounds are the minority class in every assay, and missing (NaN) labels are assay-dependent.

Task Active (1) Inactive (0) NaN Missing %

NR-AR 309 6956 566 7.23
NR-AR-LBD 237 6521 1073 13.70
NR-AhR 768 5781 1282 16.37
NR-Aromatase 300 5521 2010 25.67
NR-ER 793 5400 1638 20.92
NR-ER-LBD 350 6605 876 11.19
NR-PPAR-gamma 186 6264 1381 17.64
SR-ARE 942 4890 1999 25.53
SR-ATAD5 264 6808 759 9.69
SR-HSE 372 6095 1364 17.42
SR-MMP 918 4892 2021 25.81
SR-p53 423 6351 1057 13.50

7,831 SMILES strings parsed successfully (7,823 with standard sanitization; 8 parsed via an un-
sanitized fallback for organometallic species such as [AlH3]). The resulting binary feature matrix
had shape (7831, 2048) with float32 entries; no all-zero rows and no zero-variance columns were
present, and every bit was active in at least one compound (mean per-bit activation frequency
0.0146, max 0.711). On average each compound activated 29.8 bits (standard deviation 16.4,
range 1�160). Featurization is deterministic and requires no random seed; NaN task labels were
not �ltered at this stage but deferred to the splitting step to preserve a single globally aligned
feature matrix across all tasks.

2.3 Data Splitting

A global sca�old split was performed once and reused for all 12 tasks to prevent data leakage
through shared chemical sca�olds (Bemis and Murcko, 1996; Martin et al., 2012; Wu et al., 2018).
Bemis�Murcko frameworks were extracted for all 7,831 compounds (4,107 unique sca�olds; 2,142
compounds for which a framework could not be derived were assigned by their canonical SMILES
as singleton pseudo-sca�olds). Compounds sharing a sca�old were con�ned to a single subset,
and the partition was generated with random_state=42 at an 80/10/10 train/validation/test
ratio, yielding 6,264 train, 783 validation, and 784 test compounds. A cross-subset sca�old check
con�rmed that zero sca�olds spanned more than one subset. Because the same global indices are
used for every task, each compound is always in the same subset for all 12 models, eliminating
the possibility that a compound contributes to both training and evaluation for any task.

Per-task NaN removal was then applied within each subset: for a given task, only compounds
with a non-NaN label in that task were retained for that task's train/validation/test sets. This
per-task masking reduces the e�ective training size (e.g., 5,831 compounds for NR-AR; 4,770 for
SR-MMP) and produces highly imbalanced, assay-speci�c splits (Table 2). The resulting train-
set positive rates�from 2.5% (NR-PPAR-gamma) to 15.2% (SR-MMP)�quantify the class-
imbalance regime each model must confront (Figure 2).

2.4 Models

Two tree-based ensemble classi�ers were trained independently for each task. The
Random Forest (RF) was con�gured with n_estimators=300, max_depth=6, and
class_weight='balanced', which automatically re-weights classes inversely to their training
frequency so that minority-class errors incur a proportionally higher cost (Breiman, 2001). The
XGBoost gradient-boosted classi�er was con�gured with n_estimators=300, max_depth=6,
learning_rate=0.1, and scale_pos_weight set to the per-task training-set negative-to-positive
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Table 2: Per-task split sizes and positive-class counts after sca�old splitting (random_state=42)
and per-task NaN removal. pos% refers to the train split.

Train Validation Test

Task n pos pos% n pos neg n pos neg

NR-AR 5831 265 4.5% 720 30 690 714 14 700
NR-AR-LBD 5497 209 3.8% 632 16 616 629 12 617
NR-AhR 5296 592 11.2% 637 64 573 616 112 504
NR-Aromatase 4763 213 4.5% 542 35 507 516 52 464
NR-ER 5067 666 13.1% 558 57 501 568 70 498
NR-ER-LBD 5620 307 5.5% 674 19 655 661 24 637
NR-PPAR-gamma 5276 131 2.5% 584 24 560 590 31 559
SR-ARE 4808 713 14.8% 493 105 388 531 124 407
SR-ATAD5 5728 203 3.5% 677 27 650 667 34 633
SR-HSE 5243 281 5.4% 595 35 560 629 56 573
SR-MMP 4770 725 15.2% 554 110 444 486 83 403
SR-p53 5482 290 5.3% 649 66 583 643 67 576

Figure 2: Class imbalance across the 12 Tox21 assay tasks. Bars show the train-set
positive rate (active compounds) for each task after per-task NaN removal. Active compounds
are the minority class in every assay, with positive rates between 2.5% (NR-PPAR-gamma) and
15.2% (SR-MMP). The dashed line marks a 10% reference.

ratio nneg/npos, which analogously up-weights positive-class gradients during boosting (Chen
and Guestrin, 2016). Both models used random_state=42 for full reproducibility. Hyperparam-
eters were held �xed across all 12 tasks to provide a controlled, single-con�guration baseline
rather than per-task tuning. All models were implemented with scikit-learn (Pedregosa et al.,
2011) and the XGBoost library; Random Forest training used n_jobs=4 to mitigate thread
oversubscription.

2.5 Threshold Optimization

Because both models output calibrated-ish continuous probabilities (or probability-like scores),
the default 0.5 decision threshold is suboptimal under severe class imbalance, where the positive
class is rare and the score distribution is correspondingly skewed. For each (task, model) pair,
we therefore swept a grid of 99 candidate thresholds equally spaced over [0.01, 0.99], computed
the F1 score on the validation split at each threshold, and selected the threshold that maxi-
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mized validation F1 as best_threshold. This threshold was then frozen and applied to the
held-out test split to compute all threshold-dependent metrics. Crucially, the test set was never
used for threshold selection, preserving an unbiased estimate of generalization performance. The
threshold-optimization step is essential because it decouples the model's ranking ability (cap-
tured by AUROC/AUPRC, which are threshold-independent) from its operating-point decisions
(captured by balanced accuracy and F1).

2.6 Evaluation Metrics

Per-task performance was assessed on the held-out test set with four complementary metrics. The
Area Under the Receiver Operating Characteristic curve (AUROC) (Fawcett, 2006) summarizes
ranking ability across all thresholds but can be misleadingly optimistic under severe imbalance.
The Area Under the Precision�Recall curve (AUPRC), computed as the average precision score,
is more informative than AUROC for imbalanced datasets because it focuses on the precision
of the minority class (Davis and Goadrich, 2006; Saito and Rehmsmeier, 2015). Balanced

accuracy (the arithmetic mean of sensitivity and speci�city) and the F1 score (the harmonic
mean of precision and recall) are threshold-dependent measures that quantify performance at
the validation-optimized operating point (Antelo-Collado et al., 2021). We report each metric
per task and as cross-task mean ± standard deviation for each model. All results were generated
with random_state=42 and a single sca�old split; total training and evaluation wall-clock was
approximately 130 s.

3 Results

3.1 Per-Task Performance

Table 3 reports the full per-task results for all 24 (task, model) combinations, and Figure 4 vi-
sualizes the four metrics side by side. Performance varies markedly across endpoints, consistent
with the known di�culty heterogeneity of the Tox21 assays (Wu et al., 2018). The strongest
ranking performance (AUROC) is achieved on NR-AhR (RF, 0.828), NR-Aromatase (RF, 0.826),
and NR-AR-LBD (XGBoost, 0.845), all assays whose biological signal appears to be well cap-
tured by Morgan substructure features. By contrast, the estrogen-receptor endpoints are weakly
predicted: NR-ER-LBD yields AUROC near chance for both models (RF 0.592; XGBoost 0.559),
and NR-ER is only marginally better (RF 0.681; XGBoost 0.655). This pattern likely re�ects
the chemically heterogeneous and stereospeci�c nature of estrogen-receptor ligands, which 2D
circular �ngerprints only partially encode (Fang et al., 2022; Rogers and Hahn, 2010).

AUPRC values are systematically lower and far more dispersed than AUROC values, as
expected under class imbalance (Davis and Goadrich, 2006; Saito and Rehmsmeier, 2015): the
highest AUPRC (0.597, NR-AhR, RF) coincides with the task having both a relatively high
positive rate (11.2%) and strong AUROC, whereas the lowest AUPRC values (0.027�0.049 on
NR-AR and NR-AR-LBD) occur on the most imbalanced endpoints. The decoupling between
threshold-independent ranking (AUROC) and threshold-dependent minority-class performance
(F1, balanced accuracy) is the central �nding of this benchmark and is discussed below.

3.2 Cross-Task Summary and Model Comparison

Aggregated across the 12 tasks (Table 4), XGBoost attains a marginally higher mean AUROC
(0.719±0.079 vs. 0.708±0.079) and mean AUPRC (0.283±0.131 vs. 0.278±0.165) than Random
Forest, indicating a small but consistent advantage in ranking active compounds. However,
Random Forest yields higher mean balanced accuracy (0.618 ± 0.084 vs. 0.595 ± 0.073) and
mean F1 (0.277± 0.171 vs. 0.235± 0.159), indicating that at the validation-optimized operating
point the forest more reliably identi�es minority-class positives. Notably, XGBoost's AUPRC
standard deviation is lower (0.131 vs. 0.165), re�ecting more uniform (though not uniformly
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Table 3: Per-task test-set performance for Random Forest (RF) and XGBoost (XGB). AUROC
and AUPRC are threshold-independent; balanced accuracy and F1 use the validation-optimized
best_threshold.

Task Model AUROC AUPRC Bal. Acc. F1 Threshold

NR-AR RF 0.580 0.027 0.499 0.000 0.69
NR-AR XGB 0.612 0.050 0.499 0.000 0.81
NR-AR-LBD RF 0.637 0.031 0.499 0.000 0.75
NR-AR-LBD XGB 0.845 0.145 0.499 0.000 0.83
NR-AhR RF 0.828 0.597 0.753 0.550 0.55
NR-AhR XGB 0.767 0.440 0.659 0.448 0.62
NR-Aromatase RF 0.826 0.466 0.708 0.425 0.51
NR-Aromatase XGB 0.793 0.457 0.715 0.336 0.12
NR-ER RF 0.681 0.266 0.550 0.194 0.53
NR-ER XGB 0.655 0.268 0.555 0.208 0.61
NR-ER-LBD RF 0.592 0.104 0.536 0.121 0.54
NR-ER-LBD XGB 0.559 0.114 0.531 0.100 0.62
NR-PPAR-gamma RF 0.750 0.341 0.697 0.313 0.49
NR-PPAR-gamma XGB 0.765 0.360 0.617 0.302 0.45
SR-ARE RF 0.652 0.365 0.602 0.423 0.48
SR-ARE XGB 0.661 0.417 0.609 0.425 0.25
SR-ATAD5 RF 0.739 0.250 0.589 0.237 0.57
SR-ATAD5 XGB 0.779 0.171 0.506 0.043 0.63
SR-HSE RF 0.739 0.229 0.645 0.286 0.49
SR-HSE XGB 0.723 0.290 0.668 0.253 0.11
SR-MMP RF 0.775 0.411 0.720 0.491 0.51
SR-MMP XGB 0.756 0.394 0.681 0.430 0.26
SR-p53 RF 0.696 0.247 0.622 0.290 0.52
SR-p53 XGB 0.710 0.286 0.604 0.278 0.30

higher) precision�recall behavior across tasks. Figure 5 compares the two models' AUROC per
task directly: the two curves track each other closely for most endpoints, with XGBoost notably
stronger on NR-AR-LBD, NR-PPAR-gamma, SR-ATAD5, and SR-p53, and Random Forest
stronger on NR-AhR, NR-Aromatase, SR-HSE, and SR-MMP.

Table 4: Cross-task summary (mean ± standard deviation over the 12 tasks) for each model.

Model AUROC AUPRC Bal. Acc. F1

Random Forest 0.708± 0.079 0.278± 0.165 0.618± 0.084 0.277± 0.171
XGBoost 0.719± 0.079 0.283± 0.131 0.595± 0.073 0.235± 0.159

3.3 The Impact of Extreme Class Imbalance: Collapsed F1 on NR-AR and NR-AR-

LBD

The most striking failure mode occurs on the two androgen-receptor endpoints, NR-AR and NR-
AR-LBD, where both models register F1 = 0 despite non-trivial AUROC (notably XGBoost's
0.845 AUROC on NR-AR-LBD). The root cause is the combination of extreme minority-positive
prevalence and sca�old-split variance: these tasks have only 14 and 12 test-set positives, respec-
tively (Table 2), so the validation-optimized threshold�selected to maximize F1 on a validation
split containing merely 30 and 16 positives�generalizes poorly to a test split whose positive
compounds belong to chemically dissimilar sca�olds. At the selected thresholds (0.69�0.83), the
models predict few or no positives on the test set, producing zero true positives and hence F1 = 0
while balanced accuracy remains at the chance-level ∼0.499 (predicting nearly all negatives).
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This is not a pipeline error but a genuine, quanti�ed consequence of operating �ngerprint-plus-
tree models at the extreme tail of the imbalance distribution. The phenomenon underscores that
AUROC, which integrates over all thresholds, can remain substantial even when no �xed operat-
ing point delivers usable positive predictions�a well-known limitation of threshold-independent
metrics under severe imbalance (Antelo-Collado et al., 2021; Davis and Goadrich, 2006; Saito
and Rehmsmeier, 2015).

3.4 Validation-Optimized Thresholds

The F1-optimal thresholds diverge sharply between models and across tasks (Figure 6). Ran-
dom Forest thresholds cluster near the conventional 0.5 (range 0.48�0.75), consistent with its
class_weight='balanced' re-weighting producing relatively well-calibrated probability scores.
XGBoost thresholds are far more dispersed (range 0.11�0.83), with several tasks optimized at
very low thresholds (NR-Aromatase 0.12, SR-HSE 0.11, SR-ARE 0.25, SR-MMP 0.26, SR-p53
0.30), a signature of scale_pos_weight in�ating positive-class scores so that the F1-optimal
decision boundary shifts downward. This di�erence in threshold behavior has direct operational
consequences: Random Forest's near-0.5 thresholds are easier to deploy with a single default,
whereas XGBoost requires per-task threshold calibration to achieve comparable F1�and even
then risks the collapsed-F1 failure mode documented above.

4 Discussion

4.1 Random Forest versus XGBoost: A Robustness�Ranking Trade-o�

The cross-task summary reveals a nuanced model comparison rather than a single winner. XG-
Boost's marginal AUROC/AUPRC advantage indicates superior ranking of active compounds,
attributable to gradient boosting's sequential, residual-focused corrections which can capture sub-
tle substructure�activity relationships that a decorrelated tree ensemble averages out (Breiman,
2001; Chen and Guestrin, 2016). Conversely, Random Forest's advantage in balanced accuracy
and F1 indicates that, at a �xed operating point, it makes more balanced positive/negative
predictions�likely because class_weight='balanced' produces better-calibrated probabilities
and hence more stable thresholds (Antelo-Collado et al., 2021). The practical implication is that
the two models are suited to di�erent downstream uses: XGBoost is preferable when compounds
are to be ranked for prioritization (where AUROC governs), whereas Random Forest is preferable
when a single threshold must be deployed for binary screening decisions (where F1 and balanced
accuracy govern). The two-model comparison thus quanti�es a robustness�ranking trade-o� that
single-model benchmarks often obscure.

4.2 Sca�old Splitting and Generalizability

The sca�old-split protocol (Bemis and Murcko, 1996; Martin et al., 2012; Wu et al., 2018) is
the single most consequential methodological choice in this study. By guaranteeing that no scaf-
fold appears in both training and evaluation, it estimates performance on chemically dissimilar
compounds�the regime that matters for regulatory application to novel compounds (Martin
et al., 2012). The reported AUROC values (∼0.71 mean) are substantially more conservative
than the ∼0.80+ �gures often reported under random splits on Tox21, precisely because sca�old
splitting removes the leakage that in�ates random-split estimates. The collapsed-F1 failure on
NR-AR and NR-AR-LBD is itself a sca�old-split e�ect: the few test positives belong to sca�olds
unseen in training, so the model's thresholded predictions fail even where its ranking (AUROC)
remains informative. This is a feature, not a bug, of faithful generalizability assessment, and it
argues against reporting random-split metrics for toxicity models intended for screening novel
chemistry.
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4.3 Class-Imbalance Handling

Both class_weight='balanced' and scale_pos_weight are cost-sensitive re-weighting strate-
gies that avoid the data-duplication pitfalls of synthetic over-sampling (Antelo-Collado et al.,
2021; Chawla et al., 2002). Their comparable cross-task AUPRC (0.278 vs. 0.283) suggests that,
for �ngerprint-plus-tree models on Tox21, the choice of imbalance heuristic matters less than the
choice of evaluation protocol. However, neither strategy rescues the extreme tail of the imbalance
distribution: tasks with fewer than ∼30 test positives remain fragile regardless of re-weighting,
because the fundamental problem is insu�cient and structurally dissimilar positive data, not
merely a class-prior mismatch. This points to data-side remedies�active-learning re-screening
of uncertain minority compounds, or multi-task sharing of positives across correlated assays�as
more promising than further re-weighting.

4.4 Threshold Optimization: Implications for Screening

Selecting the decision threshold on a dedicated validation split, rather than defaulting to 0.5,
is essential under imbalance and yields tangible F1 gains on several tasks (e.g., SR-ARE, SR-
MMP). However, the optimization is itself variance-prone: with only 16�30 validation positives
on the most imbalanced tasks, the selected threshold is a noisy estimate of the population-optimal
operating point, which explains its failure to transfer to the test set on NR-AR and NR-AR-LBD.
For deployment, this argues for (i) reporting the full precision�recall curve rather than a single
F1 point, (ii) probability calibration (e.g., Platt scaling or isotonic regression) so that thresholds
have a consistent probabilistic meaning, and (iii) operating-point selection tied to an explicit
cost ratio of false negatives to false positives appropriate to the regulatory context.

4.5 Limitations

Several limitations bound the scope of these �ndings. First, Morgan �ngerprints are 2D circular
substructure hashes that encode no 3D conformational, stereochemical, or electronic information
(Fang et al., 2022; Rogers and Hahn, 2010); the weak estrogen-receptor performance likely re�ects
this, as estrogenic activity is sensitive to 3D shape and stereocenters. Second, hyperparameters
were held �xed across all 12 tasks; per-task tuning (e.g., of max_depth, learning_rate, or
scale_pos_weight) would likely improve the weaker endpoints. Third, the single sca�old split
with one seed introduces split-variance, particularly acute on the extreme minority-positive tasks
where a few positive sca�olds can swing the test F1; bootstrap or repeated-split averaging, or
complementary time-split cross-validation (Sheridan, 2013), would give tighter intervals. Fourth,
we compare only two tree-based baselines and omit deep-learning references such as DeepTox
(Mayr et al., 2016), the message-passing network Chemprop (Yang et al., 2019), geometry-
enhanced graph models (Fang et al., 2022), and self-supervised image representations (Zeng
et al., 2022); a fuller comparison would contextualize whether learned representations recover
the lost estrogen-receptor signal. Fifth, the models are single-task: each assay is modeled in
isolation, foregoing the multi-task sharing that can regularize minority-class predictions through
correlated endpoints (Ramsundar et al., 2016�; Wu et al., 2018). Finally, we do not assess
the applicability domain��agging compounds outside the model's chemical space�which is a
prerequisite for trustworthy deployment in regulatory toxicology (Baskin, 2018; Butina, 1999;
Gadaleta et al., 2016).

4.6 Future Directions

Several extensions follow naturally. Per-task hyperparameter optimization (e.g., Bayesian or ran-
dom search over tree depth, learning rate, and imbalance parameters) should recover performance
on the weaker endpoints, especially the estrogen-receptor assays. Probability calibration would
make the validation-optimized thresholds more transferable and enable principled risk-based
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screening. Deep multi-task baselines�such as a DeepChem MultitaskClassifier (Ramsun-
dar et al., 2016�; Wu et al., 2018)�would test whether sharing representations across the 12
correlated assays improves minority-class prediction on the data-poor endpoints. 3D-aware fea-
turization�RDKit 3D descriptors, shape �ngerprints, geometry-enhanced graph networks (Fang
et al., 2022), or continuous learned molecular representations (Gómez-Bombarelli et al., 2018)�
is the most promising avenue for the stereochemically sensitive estrogen-receptor tasks. Finally,
active-learning re-screening of high-uncertainty minority compounds could directly address the
data scarcity that no re-weighting heuristic can overcome, and repeated sca�old-split evaluation

would quantify and reduce the split variance that this single-seed study exposes.

5 Conclusion

We benchmarked Random Forest and XGBoost binary classi�ers across all 12 Tox21 assay tasks
using 2048-bit Morgan �ngerprints under a faithful sca�old-based evaluation protocol. Both
models deliver comparable, assay-ranking-competent performance (mean AUROC ≈ 0.71�0.72)
but only modest minority-class precision (mean F1 ≈ 0.24�0.28), with a clear robustness�ranking
trade-o�: XGBoost ranks active compounds marginally better (higher AUROC/AUPRC) while
Random Forest delivers higher balanced accuracy and F1 at the validation-optimized operating
point. Performance varies widely across endpoints, and on the most extreme minority-positive
tasks (NR-AR, NR-AR-LBD) both models collapse to F1 = 0 despite informative AUROC�a
direct consequence of severe class imbalance combined with sca�old-split variance. These results
quantify the ceiling attainable by standard �ngerprint-plus-tree models under rigorous general-
ization assessment and motivate concrete next steps: per-task tuning, probability calibration,
3D-aware featurization for stereochemically sensitive assays, and deep multi-task baselines that
share signal across correlated toxicity endpoints. The reproducible pipeline, per-task results, and
cross-task summaries released with this study provide a transparent baseline against which such
advances can be measured.

Data and Code Availability

The Tox21 dataset is available from MoleculeNet (http://moleculenet.org/datasets-1) (Wu
et al., 2018). All analyses were performed with RDKit (Landrum et al., 2006�), scikit-learn (Pe-
dregosa et al., 2011), and XGBoost (Chen and Guestrin, 2016), using random_state=42 through-
out. The per-task results (case03_per_task.csv), cross-task summary (case03_summary.csv),
and the full training/evaluation log (case03_training_report.txt) accompany this manuscript
as supplementary data.
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Figure 3: Analysis pipeline. The six stages of the benchmark: (1) Tox21 dataset with 12
binary assay labels and NaN missingness; (2) RDKit Morgan �ngerprint featurization (2048 bits,
radius 2); (3) global sca�old split (80/10/10, random_state=42) with per-task NaN removal;
(4) parallel Random Forest and XGBoost training with explicit class-imbalance handling; (5)
F1-optimal threshold selection on the validation split; (6) test-set evaluation across AUROC,
AUPRC, balanced accuracy, and F1.
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Figure 4: Per-task performance across four metrics. Grouped bars compare Random
Forest (teal) and XGBoost (orange) for AUROC, AUPRC, balanced accuracy, and F1 across all
12 assay tasks. AUROC is comparatively uniform across tasks for a given model, whereas F1
collapses to zero on NR-AR and NR-AR-LBD, illustrating the divergence between ranking and
thresholded minority-class performance under class imbalance.

Figure 5: Per-task AUROC: Random Forest vs. XGBoost. Grouped bar chart comparing
the two models' test-set AUROC across the 12 Tox21 assay tasks. Dashed bars of zero F1
(visible in Figure 4) on NR-AR and NR-AR-LBD coexist with non-trivial AUROC on the same
tasks (e.g., XGBoost AUROC of 0.845 on NR-AR-LBD), illustrating that ranking ability and
thresholded positive prediction can diverge sharply.
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Figure 6: Validation-optimized F1 thresholds per task. Random Forest (teal) thresholds
cluster near 0.5, while XGBoost (orange) thresholds are widely dispersed, with several tasks
optimized far below 0.5�a consequence of scale_pos_weight in�ating positive-class scores.
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