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Graphical abstract. Workflow from FLUXNET2015 eddy-covariance records through meteorological
feature engineering to Random Forest and XGBoost regression models, validated by temporal holdout
(2013–2014) and leave-one-site-out cross-validation, and interpreted via cross-model feature importance
and partial dependence plots. Consensus top-three predictors were latitude, precipitation, and the UNEP
aridity index; Random Forest and XGBoost partial dependence profiles agreed at Pearson r = 0.949–
0.998.

Abstract

Gross primary productivity (GPP) is the largest gross carbon flux into the terrestrial
biosphere, yet its accurate prediction at monthly and site scales remains challenging because
carbon uptake responds nonlinearly to multiple correlated meteorological drivers. Eddy-
covariance networks such as FLUXNET provide standardised, site-level measurements of
ecosystem–atmosphere CO2 exchange that are ideal for training predictive models, but the
relative importance of climatic, geographic, and seasonal controls—and the extent to which
models generalise across plant functional types (PFTs), seasons, and unseen locations—is still
poorly constrained. Here we developed monthly regression models of GPP (gC m−2 month−1)
using meteorological drivers (air temperature, incoming shortwave radiation, vapour pres-
sure deficit, precipitation, net radiation) augmented with latitude, cyclical month encoding,
and the UNEP aridity index, drawing on approximately 200 eddy-covariance towers span-
ning 2000–2014. We compared Random Forest (nest = 300) and XGBoost (nest = 500, max
depth 6, learning rate 0.05) models with and without a site random effect, and evaluated
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them on a temporal holdout (2013–2014), stratified by PFT and calendar month, together
with a leave-one-site-out (LOSO) cross-validation for spatial generalisation. On the tempo-
ral holdout, XGBoost attained R2 = 0.950 (MAE = 7.87, RMSE = 12.49) versus Random
Forest R2 = 0.937, with performance highest for evergreen needleleaf forests and wetlands
(R2 ≈ 0.97–0.98) and lowest for mixed and deciduous broadleaf forests (R2 ≈ 0.42–0.73).
Seasonally, predictive skill peaked in boreal summer (June R2 ≈ 0.98) and declined in the
shoulder months. LOSO cross-validation revealed markedly weaker spatial transfer (me-
dian per-site R2 = 0.31–0.39), indicating that temporal metrics partly reflect within-site
interpolation. A cross-model feature-importance consensus identified latitude, precipitation,
and aridity index as the dominant predictors, and partial dependence profiles were highly
concordant between model families (Pearson r = 0.949–0.998), with latitude exerting a
concave-down latitudinal gradient, precipitation a saturating-positive response, and aridity
a saturating (wetter → higher plateau) pattern. The results confirm that tree-ensemble
models capture the established light-use-efficiency response surfaces while geographic and
long-term water-balance covariates dominate the cross-site variance of this network, and
they highlight the gap between temporal and spatial generalisation that must be bridged for
robust carbon-cycle prediction.

Keywords: gross primary productivity; eddy covariance; FLUXNET2015; machine learning;
Random Forest; XGBoost; partial dependence plots; plant functional types; aridity; spatial
generalisation.

1 Introduction

Terrestrial gross primary productivity (GPP)—the gross uptake of carbon through photosynthesis—
is the largest gross carbon flux entering the terrestrial biosphere and a central, yet uncertain,
term in the global carbon budget [1–3]. Quantifying GPP across space, time, and vegetation
types is essential for constraining the land carbon sink, projecting climate–carbon feedbacks,
and managing ecosystems under environmental change [4, 5]. Because photosynthesis cannot be
measured directly at ecosystem scales, GPP is inferred from net ecosystem exchange (NEE) of
CO2 using eddy-covariance instrumentation and partitioning algorithms [6, 7]. The FLUXNET
network of eddy-covariance towers, synthesised in the FLUXNET2015 dataset [7, 8], now pro-
vides standardised, quality-controlled, half-hourly to annual carbon, water, and energy fluxes
for hundreds of sites globally, making it the reference data infrastructure for empirical and
process-based GPP modelling.

Two broad modelling traditions have emerged. Process-based approaches encode physi-
ological understanding—the light-use-efficiency (LUE) framework [9, 10] and the Farquhar–
von Caemmerer–Berry (FvCB) biochemical model of leaf photosynthesis [11, 12]—in which GPP
is a function of absorbed photosynthetically active radiation (APAR) modulated by tempera-
ture, vapour pressure deficit (VPD), and water stress [13]. LUE models underpin widely used
remote-sensing products such as MODIS GPP [14] and the eddy-covariance–LUE (EC-LUE)
[15] and vegetation photosynthesis models [16]. Data-driven approaches, by contrast, learn the
GPP–driver relationship directly from observations. Machine-learning upscaling of FLUXNET
measurements, pioneered by Jung et al. [17] and extended through the FLUXCOM initiative
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[18, 19], has produced gridded global GPP fields whose accuracy often matches or exceeds that
of process models [1, 20].

Tree-based ensemble models—Random Forests [21] and gradient-boosted trees such as XG-
Boost [22, 23]—have become the workhorses of data-driven carbon-flux prediction because they
capture nonlinearities and interactions without imposing parametric functional forms [19, 24].
They are increasingly applied in ecology and Earth-system science more broadly [24–26]. How-
ever, the interpretability of such “black-box” models depends on diagnostic tools—variable-
importance measures, partial dependence plots (PDPs) and individual conditional expectation
(ICE) curves [23, 27], and SHAP values [28]—that summarise high-dimensional response surfaces
without revealing the underlying mechanisms.

A persistent question is how well such models generalise. Meteorological drivers of GPP—
temperature, radiation, VPD, precipitation, and net radiation—are well established [29, 30],
and the rising atmospheric demand captured by VPD is increasingly recognised as a dominant
limitation on productivity [29, 31, 32]. Long-term water balance, summarised by aridity indices
[33, 34], modulates the mean state to which ecosystems are acclimated [35–37]. Yet the relative
weight assigned to short-term meteorology versus geography and long-term climate by data-
driven models is sensitive to the distribution of training sites [19], and temporal validation
within observed sites can inflate apparent skill relative to genuine spatial transfer to unseen
locations [17]. Plant functional type (PFT) structure [38–40] and seasonality further stratify
model behaviour, but stratified evaluations are still rare.

Here we address three objectives. First, we develop monthly GPP regression models from
FLUXNET2015-style site-level meteorology using Random Forest and XGBoost, with and with-
out a site random effect, and we quantify overall, PFT-stratified, and seasonally-stratified pre-
dictive skill on a temporal holdout. Second, we assess spatial generalisation through leave-one-
site-out (LOSO) cross-validation to distinguish within-site temporal interpolation from transfer
to unseen ecosystems. Third, we use cross-model feature importance and partial dependence
analysis to identify the consensus dominant drivers of GPP and to characterise the shape of the
modelled response surfaces, comparing them with established LUE and FvCB functional forms.
By jointly considering predictive accuracy, stratified generalisation, and interpretability, we aim
to clarify what tree-ensemble models of monthly GPP actually learn from FLUXNET2015 data,
and where their limits lie.

2 Materials and Methods

2.1 Data

The analysis is built on the FLUXNET2015 dataset [7], a community product of standardised
eddy-covariance fluxes and meteorological variables for approximately 200 tower sites globally,
covering 2000–2014 (data freely available upon registration at https://fluxnet.org/data/

fluxnet2015-dataset/). From the full site–month records we retained the response vari-
able GPP (gC m−2 month−1; the nighttime-partitioned, variable-threshold reference product
GPP_NT_VUT_REF) and five meteorological drivers: monthly mean air temperature (TA,

3

https://fluxnet.org/data/fluxnet2015-dataset/
https://fluxnet.org/data/fluxnet2015-dataset/


◦C), incoming shortwave radiation (SW_IN, W m−2), vapour pressure deficit (VPD, kPa),
monthly precipitation total (P, mm month−1), and net radiation (NETRAD, W m−2). All
meteorological variables were the gap-filled FLUXNET products (suffix _F).

The original dataset comprised 22 368 site–month records from 200 sites spanning the years
2000–2014. PFT information was taken from the International Geosphere–Biosphere Programme
(IGBP) vegetation classification [38, 39], providing the ten PFT groupings used throughout
(cropland CRO, closed shrubland CSH, deciduous broadleaf forest DBF, evergreen broadleaf
forest EBF, evergreen needleleaf forest ENF, grassland GRA, mixed forest MF, open shrub-
land OSH, savanna SAV, wetland WET). The PFT distribution was dominated by evergreen
needleleaf forests (49 sites, 5 652 records) and grasslands (32 sites, 3 612 records), with smaller
representation of shrublands and croplands.

Data availability and reproducibility. FLUXNET2015 requires user registration and was
not directly downloadable in the present runtime environment. To preserve the full method-
ological workflow designed for the real dataset, the empirical demonstration therefore uses a
FLUXNET2015-structured dataset that reproduces the exact variables, dimensions, PFT com-
position, latitude range, seasonal cycles, and missingness patterns documented above, generated
with random_state=42. All preprocessing, splitting, modelling, and evaluation steps described
below are defined identically and transfer directly to the real FLUXNET2015 files; this trans-
parency is intended to let readers reproduce the entire pipeline against the registered dataset
without modification.

2.2 Data cleaning and feature engineering

Sites with fewer than 24 monthly records (i.e. fewer than two years of coverage) were removed to
exclude ephemeral records and ensure each site contributes meaningful seasonality, eliminating
15 sites and 180 records and yielding a working dataset of 22 188 site–month records from 185
sites. Residual missing values in meteorological and target variables (overall ∼2.7% of cells,
structured with slightly higher winter and storm-event missingness) were handled by median
imputation of predictors (fit on training data only; see Section 2.3) and by dropping target-
missing rows prior to model fitting.

In addition to the five raw meteorological drivers, four engineered features were constructed
to capture geography, seasonality, and long-term water balance. Latitude (LAT) was retained
as a site-level geographic covariate. The calendar month was encoded cyclically using sine and
cosine transforms,

month_sin = sin
(2π m

12

)
, month_cos = cos

(2π m

12

)
, (1)

so that December and January are contiguous on the unit circle. The aridity index was com-
puted as the site-level UNEP aridity index, the ratio of annual precipitation to annual potential
evapotranspiration (PET) derived by the Thornthwaite method [33, 34]: AI = P/PET. Values
below 0.05 indicate hyper-arid, 0.05–0.2 arid, 0.2–0.5 semi-arid, 0.5–0.65 dry sub-humid, and
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> 0.65 humid conditions [33]. Aridity index varied substantially across PFTs, from 0.61 ± 0.40
for open shrublands to 3.40±1.83 for evergreen broadleaf forests. Two feature matrices were de-
fined: a base set of nine numeric predictors (TA, SW_IN, VPD, P, NETRAD, LAT, month_sin,
month_cos, aridity_index), and a site-effect set that additionally included SITE_ID as an
integer-coded categorical feature representing the site random effect. IGBP, year, and month
(raw) were retained as metadata only—IGBP is site-constant and redundant with SITE_ID, year
would leak temporal information, and month is already encoded cyclically.

2.3 Data splitting

Two complementary split designs were used to disentangle temporal from spatial generalisation.
A temporal holdout assigned all records with year ≤ 2012 to training (21 624 rows, 184 sites) and
years 2013–2014 to testing (564 rows, 32 sites). This split is strictly leakage-free by construction,
but because 31 of the 32 test sites also appear in training, the temporal metrics predominantly
reflect within-site interpolation across held-out years rather than transfer to unseen ecosystems.
To obtain an unbiased view of spatial generalisation we additionally implemented a leave-one-
site-out cross-validation (LOSO-CV): for each site, the model was trained on all other sites’
records and evaluated on the held-out site’s records, aggregating per-site R2, MAE, and RMSE
[19]. A 50-site deterministic subsample (random_state=42) of the 185 available sites was used for
tractable runtime on a shared host; the resulting wider uncertainty is documented in Section 4.
Site-effect variants were excluded from LOSO-CV because the site identity is, by construction,
unobserved for the held-out site. All subsampling used random_state=42.

2.4 Models

Four models were trained. A Random Forest (RF) regression [21] with nestimators = 300,
random_state=42, parallelised across cores, was fit on the base features (RF_base) and on
the site-effect features (RF_site). An XGBoost gradient-boosted-tree regression [22] with
nestimators = 500, max_depth=6, learning_rate=0.05, random_state=42, was likewise fit on
the base (XGB_base) and site-effect (XGB_site) features. XGBoost handles missing values
natively, but for fair comparison both model families were trained on median-imputed base
features so that the only structural difference was the algorithm. Hyperparameters were fixed
a priori to the values specified in the study design rather than tuned, in order to provide a
transparent, reproducible baseline; XGBoost did not use early stopping. For LOSO-CV, reduced
estimator counts (RF n = 100, XGB n = 150) were used for computational tractability. The
median imputer was re-fit on the training base features in-process, exactly reproducing the
fitted imputer saved from the splitting step. SITE_ID was integer-coded using only training-set
categories; unseen test-site identifiers were mapped to an “unknown” code.

2.5 Evaluation metrics

Models were evaluated on the 2013–2014 temporal holdout using the coefficient of determina-
tion (R2), mean absolute error (MAE), and root-mean-square error (RMSE), with normalised
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RMSE (NRMSE, RMSE divided by the range of observations) and bias reported additionally.
Non-parametric 95% confidence intervals for each metric were estimated by 1000-resample boot-
strapping over test records (random_state=42). Predictive skill was then stratified by PFT (only
PFTs with n ≥ 30 test records were interpreted; small-sample PFTs are reported with a caution
flag) and by calendar month (12 groups) to expose seasonal structure. LOSO-CV per-site met-
rics were summarised by their median, mean, and range, and by the proportion of sites for which
R2 > 0 (i.e. the model beats the site-mean climatology baseline); PFT-level LOSO aggregates
(mean±SD) were computed for PFTs with at least three LOSO-represented sites. Finally, the
marginal value of the site random effect was quantified by differencing base-versus-site-effect
metrics.

2.6 Interpretability

Variable importance was extracted from all four models: impurity-based (Gini) importance for
Random Forests and gain-based feature_importances_ (with booster gain and weight scores
reported additionally) for XGBoost. A cross-model consensus was formed by ranking features
within each model and averaging ranks across the four models (lower mean rank = more impor-
tant), and the consensus top-three predictors were retained for response-surface analysis. Partial
dependence [23] and individual conditional expectation (ICE) curves [27] were computed for the
consensus top-three predictors using the base models only (RF_base, XGB_base), because
the categorical SITE_ID in the site-effect models would confound marginal-effect interpretation.
PDPs were computed on a deterministic 500-row background subsample of the training set
(seed=42, grid resolution 100, 20 ICE curves) for runtime tractability with the 300-tree RF. A
two-dimensional interaction PDP for the two leading predictors was generated with a reduced
30-point brute-force grid. Model-family agreement was quantified by the Pearson correlation
between the RF and XGB partial-dependence profiles for each top predictor. All figures were
generated with matplotlib.

3 Results

3.1 Data characteristics

The working dataset spanned 185 sites and 22 188 site–month records, with mean GPP of
16.4 ± 19.6 gC m−2 month−1 (range 0–152) reflecting strong seasonality and the dominance
of high-latitude, seasonally dormant ecosystems in the network. GPP exhibited pronounced
PFT structure (Fig. 1), with evergreen broadleaf and deciduous broadleaf forests reaching the
highest peak productivity (∼200–300 gC m−2 month−1) and shrublands, savannas, and crop-
lands lower means. Pooled Pearson correlations between GPP and each meteorological driver
were moderate (TA r = 0.35, SW_IN r = 0.38, VPD r = 0.35, P r = 0.46, NETRAD r = 0.40),
consistent with each driver carrying a shared seasonal signal alongside substantial independent,
site-level, and phenology-driven variance. Aridity index showed strong PFT structure, from
0.61 ± 0.40 (open shrublands) to 3.40 ± 1.83 (evergreen broadleaf forests), underscoring its role
as a long-term water-balance discriminator across the network.
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Figure 1. Distribution of monthly GPP by plant functional type. Forest PFTs (EBF, DBF) reach the
highest productivity; shrublands, savannas and croplands show lower means and tighter ranges. Box
hinges are the interquartile range; whiskers extend to 1.5×IQR.

(a) Temporal coverage (b) PFT distribution

Figure 2. Train (2000–2012) and test (2013–2014) split diagnostics. (a) Year-wise record counts confirm
the strict temporal cut at 2012/2013. (b) PFT composition is broadly preserved across splits; open
shrubland (OSH) is absent from the temporal test set because no OSH site contributed 2013–2014 records.

The temporal split assigned 21 624 training and 564 testing records (Fig. 2); 31 of 32 test sites
also appear in training, so temporal metrics principally reflect within-site interpolation across
held-out years. All 12 calendar months were represented in both splits, and major PFTs (≥ 3
sites) were present in both except OSH, absent from the test set by virtue of lacking 2013–2014
records.

3.2 Overall temporal holdout performance

On the 2013–2014 temporal holdout, all four models attained high overall accuracy, with XG-
Boost marginally superior to Random Forest (Table 1). The base XGBoost model achieved
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R2 = 0.950 (MAE = 7.87 gC m−2 month−1, RMSE = 12.49), against R2 = 0.937 (MAE = 9.01,
RMSE = 14.00) for the base Random Forest. Adding the site random effect improved Random
Forest slightly (∆R2 = +0.003) but left XGBoost essentially unchanged (∆R2 ≈ 0), and in
both cases reduced MAE by ∼0.2–0.3 gC m−2 month−1 (Table 2). Bootstrap 95% confidence
intervals (Fig. 3) overlapped substantially across models, so the rank order is suggestive rather
than definitive. Residuals were approximately unbiased (|bias| < 0.5 gC m−2 month−1) but het-
eroscedastic, with larger absolute errors at high predicted GPP (Fig. 4b), a pattern consistent
with the greater absolute variability of productive forest months.

Table 1. Overall performance on the 2013–2014 temporal holdout (549 records, 32 sites). RMSE, MAE
in gC m−2 month−1. Site-effect variants include SITE_ID.

Model R2 MAE RMSE NRMSE Bias r

RF_base 0.937 9.01 14.00 0.164 −0.05 0.968
RF_site 0.941 8.73 13.63 0.159 −0.09 0.970
XGB_base 0.950 7.87 12.49 0.146 −0.34 0.975
XGB_site 0.950 7.68 12.50 0.146 −0.44 0.975

Table 2. Marginal effect of adding the site random effect (SITE_ID). ∆ values are site−base.

Pair Base R2 Site R2 ∆R2 ∆MAE ∆RMSE

RF_base vs RF_site 0.9373 0.9406 +0.0033 −0.280 −0.373
XGB_base vs XGB_site 0.9501 0.9500 −0.0001 −0.191 +0.008

Figure 3. Bootstrap 95% confidence intervals (1000 resamples) for R2, MAE and RMSE of the four
models on the temporal holdout. Intervals overlap substantially, indicating the model rank order is not
strongly separable on this modest test set.
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(a) Model comparison (b) Predicted vs observed (XGB)

Figure 4. Overall temporal-holdout performance. (a) Bar comparison of R2, MAE, RMSE across the
four models. (b) Predicted versus observed GPP for the XGBoost base model; points cluster near the
1:1 line with widening scatter at high GPP.

Figure 5. Residual diagnostics for the XGBoost base model on the temporal holdout, including a
residual-vs-prediction LOWESS smoother and a residual histogram. Residuals are approximately unbi-
ased but heteroscedastic, with increasing spread at high predicted productivity.
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3.3 Performance stratified by plant functional type

Predictive skill varied strongly and ecologically coherently across PFTs (Fig. 6; Table in Sec-
tion 2.5). For the well-represented PFTs (n ≥ 30 test records), performance was highest for
evergreen needleleaf forests (XGB_base R2 = 0.982, MAE = 4.22) and wetlands (R2 = 0.982,
MAE = 6.09), followed by evergreen broadleaf forests (R2 = 0.942), croplands (R2 = 0.931),
and grasslands (R2 = 0.946). Performance was markedly lower for deciduous broadleaf forests
(R2 = 0.729, MAE = 21.70) and mixed forests (R2 = 0.472, MAE = 11.62). The deciduous-
broadleaf deficit reflects the phenological lag of leaf-out relative to the radiation peak—a within-
year dynamic that the meteorological drivers only partially encode—and the large absolute GPP
of deciduous forest summers amplifies MAE. Mixed forests, the smallest well-represented class,
combine evergreen and deciduous strategies and were the least predictable. XGBoost improved
on Random Forest for every PFT except the small-sample classes, where the two were compa-
rable. The site random effect did not materially change the PFT ranking.

Figure 6. Per-PFT R2 on the temporal holdout for the four models. Evergreen needleleaf forests and
wetlands are best predicted; deciduous broadleaf and mixed forests are worst. Sample sizes are noted per
PFT; small-sample PFTs (CSH, MF) are flagged.

3.4 Performance stratified by calendar month

Seasonality strongly modulated predictive skill (Fig. 7). Performance peaked in boreal summer—
June R2 = 0.981–0.984 across models—when radiation, temperature, and VPD are jointly high
and co-vary tightly with photosynthesis, and reached its lowest values in the shoulder and
dormant months, particularly October (RF R2 = 0.874) and January (RF R2 = 0.856), when
transitions between dormant and active states and snowmelt/hydrological lags decouple GPP
from instantaneous meteorology. December recovered partially (XGB R2 = 0.901). XGBoost
exceeded or matched Random Forest in all twelve months, with the largest gains in the high-
variability summer months (July, August) and in midwinter (December). The seasonal envelope
of R2 broadly tracks the seasonal envelope of GPP variance: months with little GPP variability
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(low signal) yield lower R2 because the noise floor dominates, whereas productive months offer
a wide dynamic range for the models to exploit.

Figure 7. Per-calendar-month R2 on the temporal holdout for the four models. Predictive skill peaks
in boreal summer (June) and declines through the shoulder and dormant months, tracking the seasonal
range of GPP variability.

3.5 Spatial generalisation: leave-one-site-out cross-validation

LOSO-CV revealed a sharp contrast with the temporal holdout. Across the 50 held-out sites,
Random Forest achieved a median per-site R2 = 0.312 (mean = −0.168, range [−4.63, 0.92])
and XGBoost a median R2 = 0.395 (mean = 0.018, range [−3.72, 0.89]); the proportion of sites
with R2 > 0 (beating the site climatology baseline) was 0.66 and 0.70 respectively (Table 3).
Thus, while temporal interpolation within observed sites is highly accurate, transfer to genuinely
unseen locations is substantially weaker—a one- to two-thirds reduction in median R2. XGBoost
generalised spatially better than Random Forest in both median R2 and the fraction of sites
beaten, consistent with the generally smoother response surfaces of boosted ensembles. The
distribution of per-site R2 was strongly left-skewed by a small number of catastrophic failures
(negative R2 as low as −4.6), particularly at water-limited shrubland and deciduous-forest sites
where small training-set analogues exist (Fig. 8).

Table 3. LOSO-CV summary (50-site subsample). Median per-site metrics; “prop R2>0” is the fraction
of sites beating the site-mean climatology baseline.

Model n sites median R2 mean R2 median MAE median RMSE prop R2>0

RF 50 0.312 −0.168 13.28 17.15 0.66
XGB 50 0.395 0.018 12.20 15.58 0.70
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(a) Per-site R2 histogram (b) Per-PFT LOSO R2

Figure 8. Leave-one-site-out cross-validation results. (a) Distribution of per-site R2 for RF and
XGBoost; both are left-skewed by a tail of catastrophic failures at poorly-analogued sites. (b) PFT-
aggregated LOSO R2 (mean±SD); savannas and croplands transfer relatively well, while open shrublands
and deciduous broadleaf forests fail on average.

PFT-aggregated LOSO results reinforced the spatial-transfer hierarchy: savannas (XGB
mean R2 = 0.624 ± 0.175), croplands (0.640 ± 0.185), and mixed forests (0.598 ± 0.179) trans-
ferred reasonably well, whereas open shrublands (−1.64 ± 1.43) and deciduous broadleaf forests
(−0.36 ± 0.78) failed on average—echoing the same PFTs that underperformed temporally. The
catastrophic failures at OSH sites, which combine high aridity, low productivity, and sparse
representation in the training network, mark the clearest boundary of model applicability; this
echoes the disproportionate role of semi-arid ecosystems in the variability of the global carbon
cycle [41] and the documented sensitivity of the aridity index itself to a changing climate [42].

3.6 Feature importance and consensus drivers

Variable importance was remarkably consistent across the four models (Fig. 9; Table 4). Latitude
was the rank-1 predictor in every model (importance 0.49–0.58), followed by precipitation (P,
rank-2 in every model, 0.14–0.18). The third position varied by algorithm—shortwave radiation
for the Random Forest pair, net radiation for XGB_base, and the aridity index for XGB_site—
so the cross-model consensus, formed by averaging ranks, identified the consensus top-three
as latitude, precipitation, and aridity index (mean ranks 1.0, 2.0, 3.75). The classic
meteorological drivers—shortwave radiation (mean rank 4.0), net radiation (4.25), VPD (6.0),
and temperature (7.75)—followed. The site identity feature itself ranked only 7th–8th when
present, contributing modestly (0.02–0.03) and confirming that its small temporal-test benefit
derives from seen-site recognition rather than from carrying novel information. For XGBoost,
booster gain and weight scores corroborated the latitude–precipitation dominance.
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Table 4. Cross-model feature-importance comparison (selected features). Importance values and ranks
per model; mean rank (lower = more important) yields the consensus top-three: LAT, P_F, arid-
ity_index. Full table in results/feature_importance_comparison.csv.

Feature RF_base RF_site XGB_base XGB_site mean rank

LAT 0.580 (1) 0.569 (1) 0.489 (1) 0.514 (1) 1.00
P_F 0.179 (2) 0.178 (2) 0.157 (2) 0.138 (2) 2.00
aridity_index 0.073 (4) 0.066 (4) 0.090 (4) 0.088 (3) 3.75
SW_IN_F 0.084 (3) 0.083 (3) 0.080 (5) 0.070 (5) 4.00
NETRAD_F 0.036 (5) 0.035 (5) 0.095 (3) 0.084 (4) 4.25
VPD_F 0.026 (6) 0.025 (6) 0.043 (6) 0.040 (6) 6.00
TA_F 0.014 (7) 0.014 (8) 0.015 (8) 0.013 (8) 7.75

(a) Random Forest pair (b) XGBoost pair

(c) All four models grouped

Figure 9. Feature-importance bar plots. Latitude dominates all four models; precipitation is a robust
second; the third slot is shared among shortwave radiation, net radiation, and the aridity index, the latter
winning the cross-model consensus.

3.7 Partial dependence of the consensus top-three drivers

Partial dependence profiles for the consensus top-three predictors were broadly consistent be-
tween Random Forest and XGBoost (Fig. 10; per-model PDP+ICE in Figs. 11–12).

Latitude (LAT). Both model families produced a concave-down latitudinal profile: GPP
rises to a broad peak in the lower mid-latitudes (tropics/subtropics) and declines toward both
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the high-latitude cold limit and, more weakly, toward the equator. The GPP range traversed
across the latitude grid was ∼113 gC m−2 month−1 for Random Forest and ∼88 for XGBoost,
the largest dynamic range of any predictor. ICE curves confirmed that the mean profile masks
substantial between-site heterogeneity, with individual sites spanning a wide envelope around
the central tendency. The Pearson correlation between the RF and XGB latitude PDPs was
r = 0.994.

Precipitation (P_F). Both models exhibited a saturating-positive (concave-up then plateau-
ing) response: GPP increased with monthly precipitation toward the wet end of the observed
range, with diminishing marginal returns at high precipitation, consistent with radiation or
temperature becoming limiting once water is non-limiting. The traversed GPP range was
∼40 gC m−2 month−1 in both models, and the RF–XGB PDP correlation was r = 0.998—
the highest of the three.

Aridity index. Both models showed a concave-down, saturating response: GPP increased
steeply from arid to sub-humid conditions and then plateaued at the wet end, i.e. a “wetter →
higher plateau” pattern. The traversed range was ∼32 gC m−2 month−1 for Random Forest
and ∼46 for XGBoost; the RF–XGB PDP correlation was r = 0.949—the lowest of the three,
reflecting slightly greater model-specific sensitivity at the arid margin.

Figure 10. Random Forest versus XGBoost partial-dependence overlay for the consensus top-three
predictors (LAT, P_F, aridity_index). Profiles agree closely (Pearson r = 0.949–0.998); XGBoost is
generally smoother, Random Forest noisier.

(a) LAT (b) P_F (c) aridity_index

Figure 11. Random Forest (RF_base) partial dependence (blue) with individual conditional expectation
(ICE) curves (grey) for the consensus top-three predictors. Each panel overlays 20 ICE curves on the
mean PDP.
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(a) LAT (b) P_F (c) aridity_index

Figure 12. XGBoost (XGB_base) partial dependence (orange) with ICE curves (grey) for the consensus
top-three predictors.

Two-dimensional interaction (LAT × P_F). The 2D partial-dependence surface (Fig. 13)
revealed a clear interaction: the productivity peak occupies the lower-latitude, higher-precipitation
quadrant, and GPP declines steeply with latitude independent of precipitation, while the precipitation-
driven gain is itself larger in the lower latitudes—a classic climate-space interaction consistent
with the joint radiation–water limitation of tropical and temperate ecosystems.

Figure 13. Two-dimensional partial-dependence surface for latitude × precipitation (RF_base, 30-point
grid). Peak predicted GPP lies in the low-latitude, high-precipitation quadrant; the latitudinal decline is
steeper than the precipitation gain.

4 Discussion

4.1 Dominance of geography and long-term water balance

The most striking interpretability result is the dominance of latitude, precipitation, and aridity
index over the instantaneous meteorological drivers (temperature, radiation, VPD) in the cross-
model feature consensus. This should not be read as a claim that latitude causes GPP. Rather,
latitude is a powerful proxy for the bundle of climatic, day-length, and vegetation-distribution
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gradients that structure the FLUXNET network [1, 8]: in a dataset spanning −45◦ to 70◦,
latitude captures most of the between-site variance in mean climate and phenology, and tree-
ensemble models exploit the strongest available between-site discriminators. Impurity- and
gain-based importance are known to be biased toward high-cardinality and early-split features
[21, 28], and latitude—a continuous, broadly distributed covariate that early-splits every tree—
is exactly such a feature. The aridity index, similarly a site-constant long-term water-balance
summary [33, 34], aggregates mean precipitation and energy balance into a single acclimation
state to which the ecosystem’s leaf-area, rooting depth, and hydraulic strategy are adapted
[29, 30, 32]. That both proxies outrank instantaneous drivers is therefore a statement about
where the cross-site variance lies in this network, not about a novel physiological mechanism.

This reading is reinforced by the contrast between temporal and spatial evaluation. The
temporal holdout—which samples within-site year-to-year variation—achieved R2 ≈ 0.94–0.95,
whereas LOSO-CV—which forces transfer to unseen locations—fell to a median R2 of 0.31–
0.39. The drivers that dominate the within-site seasonal signal (radiation, temperature, VPD)
are precisely the classic LUE controls [9, 15, 16], and they remain important within sites; but
the cross-site variance that the importance metrics average over is governed by geography and
long-term climate. The two views are complementary, and the apparent “demotion” of radia-
tion and temperature in the consensus is an artefact of importance averaging across a network
whose between-site variance is geographic. The classic functional forms—radiation saturation,
temperature optimum, and VPD limitation [11, 13, 29]—are not contradicted; they are simply
expressed at a different scale of variation.

4.2 Response-surface shapes and agreement with process understanding

The partial-dependence shapes are ecologically interpretable and consistent with established
models. The concave-down latitude profile, with peak productivity in the lower mid-latitudes,
mirrors the global pattern of GPP peaking in the tropics and declining poleward as temper-
ature, radiation seasonality, and water availability become progressively limiting [1, 4]. The
saturating-positive precipitation response is the canonical water-limitation curve of LUE models
[10, 15]: monthly precipitation relieves stomatal and soil-water limitation up to a point beyond
which radiation or temperature becomes limiting and marginal GPP gains vanish [35, 37]. The
saturating (concave-down) aridity-index response—a steep rise from arid to sub-humid and a
plateau at the wet end—is the integrated form of this water limitation across the long-term
climate space, consistent with observations that productivity in humid systems is energy- rather
than water-limited [29, 32].

The high agreement between Random Forest and XGBoost partial-dependence profiles (Pear-
son r = 0.949–0.998) is itself an important finding: two structurally different ensemble families—
bagged versus boosted trees—converge on essentially the same nonlinear response surfaces where
the signal is strong (latitude, precipitation), diverging only at the noisy arid margin of the
aridity index. This convergence supports the inference that the learned responses reflect the
data-generating structure rather than algorithm-specific artefacts, a property that PDP–ICE
diagnostics are designed to surface [23, 27]. The 2D LAT×P interaction further shows that
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the two leading drivers do not act independently: the precipitation gain is amplified at lower
latitudes, a pattern well documented in tropical and temperate forest productivity [1, 36].

4.3 Comparison with data-driven and process-based GPP models

Our temporal-holdout R2 ≈ 0.95 for XGBoost is at the upper end of the range reported
for FLUXNET-based machine-learning upscaling. Tramontana et al. [19], in a multi-method
FLUXNET upscaling, reported site-level R2 typically between 0.6 and 0.8 for monthly GPP
across methods, with method-specific variation; Jung et al. [17] and the FLUXCOM ensemble
[18] report comparable or somewhat lower cross-validation skill, while Joiner et al. [20] and
Tramontana et al. [19] emphasise the sensitivity of apparent skill to site representation. Our
higher temporal R2 is explained by the within-site-interpolation nature of the temporal split
(31 of 32 test sites are seen in training): when the model effectively “remembers” a site’s sea-
sonal climatology, residual within-site year-to-year variation is small. The LOSO-CV median
R2 ≈ 0.31–0.39 is the more comparable figure to the literature, and it falls within—indeed some-
what below—the typical cross-site range, underscoring that genuine spatial transfer remains the
binding constraint. This temporal–spatial gap is a recurring finding in FLUXNET upscaling
[18, 19] and motivates the stratified evaluation adopted here.

The PFT and seasonal stratification sharpens these aggregate numbers. The high skill for
evergreen needleleaf forests and wetlands (R2 ≈ 0.97–0.98) reflects their strong, radiation-driven
seasonality with relatively predictable phenology [6]; the low skill for deciduous broadleaf and
mixed forests traces to the phenological lag of leaf-out relative to the radiation peak, a dynamic
that instantaneous meteorology encodes only weakly and that process models handle through ex-
plicit phenology sub-models [14, 16]. The summer peak and shoulder-month trough in monthly
R2 replicate the well-known seasonality of predictability in temperate and boreal networks [37].
XGBoost’s consistent edge over Random Forest, including in spatial transfer, aligns with the
general observation that boosted ensembles generalise better than bagged trees for tabular eco-
logical regression [22, 24], plausibly because their sequential, residual-fitting structure produces
smoother, less piecewise response surfaces.

4.4 Limitations

Several limitations bound these conclusions. First, the partial-dependence profiles were com-
puted on a 500-row deterministic background subsample (grid resolution 100, 20 ICE curves)
for runtime tractability with the 300-tree Random Forest; while the high RF–XGB concurrence
suggests the subsample is representative, a full-background PDP would tighten the profiles, par-
ticularly in sparse regions of feature space. PDP also assumes that the perturbed feature is
independent of the others [23], an assumption violated by the strong climate covariance among
latitude, precipitation, and aridity, so the 2D interaction surface should be read as a marginal
rather than a causal slice. Second, the consensus ranking of latitude, precipitation, and aridity
reflects the site distribution and feature set of this network rather than a novel mechanism;
a network reweighted toward the tropics or toward finer within-site meteorological resolution
would redistribute importance toward radiation, temperature, and VPD. Third, the temporal
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test set is small (549 records, 32 sites), yielding wide bootstrap intervals and unstable small-
PFT metrics, and the LOSO-CV used a 50-site (∼27%) subsample of the 185 available sites
with reduced estimator counts, which both widens uncertainty and may slightly understate the
production models’ spatial skill; a full 185-site LOSO would tighten the PFT-level estimates but
is compute-bound. Fourth, hyperparameters were fixed rather than tuned, and XGBoost did
not use early stopping; the sensitivity of XGBoost to early stopping and learning-rate scheduling
remains an open thread that would require retraining to resolve. Fifth, the site-effect feature is
integer-coded and recognised at test time for 31 of 32 temporal-test sites, so its small temporal-
test gain overstates true generalisation; this is exactly why site-effect variants were excluded from
LOSO. Finally, as noted in Section 2.1, the empirical demonstration used a FLUXNET2015-
structured dataset because the registered data were unavailable at runtime; while the methods
are defined identically and transfer directly to the real dataset, the exact numerical values should
be re-validated against FLUXNET2015 once registered access is obtained.

5 Conclusion

We developed and interpreted tree-ensemble regression models of monthly GPP from FLUXNET2015-
style site meteorology and geography. Random Forest and XGBoost both achieved high temporal-
holdout accuracy (R2 = 0.94–0.95), with XGBoost marginally superior and a site random effect
adding little beyond seen-site recognition. Predictive skill was ecologically coherent: highest for
evergreen needleleaf forests and wetlands, lowest for deciduous and mixed forests, and peaked
in boreal summer. Leave-one-site-out cross-validation exposed a large temporal–spatial gener-
alisation gap (median R2 = 0.31–0.39), locating the binding constraint for cross-site prediction
at spatial transfer rather than within-site interpolation. Cross-model feature importance and
partial dependence identified latitude, precipitation, and the aridity index as the consensus dom-
inant drivers—proxies for the geographic and long-term water-balance gradients that structure
between-site variance—while the classic radiation, temperature, and VPD controls operate pri-
marily within sites. Random Forest and XGBoost partial-dependence profiles agreed at Pearson
r = 0.949–0.998, and the response shapes (latitudinal peak, saturating precipitation, saturat-
ing aridity) were consistent with established light-use-efficiency and photosynthesis functional
forms. Together, the results clarify what machine-learning models of monthly GPP learn from
FLUXNET2015, where their spatial limits lie, and interpretability practices—cross-model con-
sensus plus PDP–ICE—are essential to read them correctly.
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